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Abstract

Sensor data

Training

The hearing impaired population may face difficulty when interacting with the
general public who may not be well-versed in sign language. This has inspired us
to develop a system to help mitigate this obstacle. We have developed a system
that can provide interpretation under simplifying assumptions on the sign language
sentence structure that make this problem tractable. This system uses commercially
available armbands that are equipped with a variety of sensing modalities, are simple
to don/remove and integrate with mobile devices. This interpretations algorithm
can be easily transferred to a mobile devices once trained.

These Myo armbands provide acceleration and orientation data, but only in the
form of events. Each armband provides an acceleration or orientation vector at a
rate of 50 samples per second. To be clear,

Our input to this machine was natural signs. We were training naturally; we could
be doing anything before or after we made the sign (e.g., writing on a whiteboard).
This encouraged the machine to recognize the signed inputs and to ignore the rest
of the input. Specifically, our training process is illustrated by Figure 4a .

Background

We stack these element into a matrix and feed those values into a machine
learning algorithm. We choose our event length to be 2.8 seconds so we create a
12 × 140 matrix, as shown in Figure 2.

Some American Sign Language (ASL) Preliminaries:

• One Myo armband provides 6 channels
– orientation vector (3 numbers)
– acceleration vector (3 numbers)
• The user wears two armbands for a total of 12 channels

• This sign language is typically used by the hearing impaired population, about
1-2% of the American population.

Figure 4: A demonstration of our training process; hear a beep, make sign, do anything

Our dictionary contains 4 words (“child”, “applications”, “machine”, “learning”) and
have obtained 100 sensor data examples of each word. We use 80% of this data
to train the neural network and use the remaining 20% to test the performance of
each word.

• ASL uses arm motions to convey meaning. This typically results in motions
or signs corresponding to words and/or meanings.
• The sentence structure of ASL is different than spoken English. For example,
the sentence “she sells food” becomes “food she sells” in ASL.

a Chalkboard

image from Wikipedia

• The meaning of any particular sign may depend on previous signs.
• A single sign may have many meanings. The meaning of a sign is dependent
on context and previous signs.
Our goal is to provide automatic interpretation. We wanted to have the user signing
a sentence in ASL and have our system provide an interpretation via spoken word.

Figure 2: A visualization of the 12-channel sensor data input

Results
We have built a framework to analyze and process this data, shown in Figure 5.

Interpreting sensor data
We have decided to use convolutional neural networks for interpretationa

Human interface
ASL has arm motions that correspond to signs which correspond to (possibly many)
different words. The arms and fingers are moving on both arms during a sign, and
the hardest part of interpretation is obtaining this data. How can a system tell how
the arms and fingers are moving?
Existing systems that address similar tasks have used other methods of input, including wired gloves, video and armbands [1]. Some examples are shown in
Figure 1(b)a . Video is typically taken with the speaker facing the video camera.
The gloves are typically wired to provide detailed information about muscle activity
data as well as (possibly) acceleration and orientation data.

• Provides state of the art performance in a variety of tasks (image recognition
and segmentation, digit recognition, etc).
• Their outputs can be invariant under translation. If the input is shifted or
translated but still in the event window, the output remains constant.
• It is also invariant under scale, rotation, squeezing and stroke width.
An example of a neural network is shown in Figure 3b . During our training, we had
to tune the number of hidden layers and the number of neurons for each hidden
layer.

Figure 5: The system we have built, including talking via Bluetooth from the armbands to phone, processing
that data then transferring it a computer for algorithm development and feeding it into the neural network.

We are able to train the machine to recognize certain signs. We are able to train
the machine to have an average accuracy of 96.6% among the testing data. More
detailed results are shown in Figure 6.
Word
Accuracy

child
94.7%

applications
100%

machine
91.7%

learning
100%

Figure 6: Accuracy per word

While certainly not as accurate as possible, we were limited by the amount of
training this machine needs. Each training iteration took roughly 12 hours on a
high performance scientific computer.

Conclusions & Next Steps
Figure 3: A diagram of a neural network.

Figure 1: Two input systems. The Myo armbands are shown in (a) and wired gloves are shown in (b).

Our choice: Myo armbandsb (shown in Figure 1(a)) which provide acceleration,
orientation and finger movement data. As these were released in October 2014, we
are limited to only receiving acceleration and orientation data.
a Photos

of glove taken from www.flickr.com/photos/rooreynolds/3956688942/
b https://www.thalmic.com/en/myo/

The syntax and sentence structure associated with ASL make the automatic
translation task challenging. As such, we made the following assumptions:
• The meaning of each sign does not depend on previous signs.
• A particular sign has a unique meaning.
• The sentence structure of ASL is the same as English’s sentence structure
a Through

DeepLearnToolbox, https://github.com/rasmusbergpalm/DeepLearnToolbox
b Image taken from http://cs231n.github.io/neural-networks-1/

We have demonstrated that such a interpretation system is possible with commercially available devices. Our immediate "next steps" include expanding the dictionary
of recognizable words, and implementing the entire software side of the application
on a mobile device app.
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