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Motivation and examples from Psychology

Problem

There are many interesting problems that humans are
far better at solving than machines. But, human effort
is expensive. Our goals are:
• To understand the structure humans discern in
language and images.
• To efficiently estimate this structure with
machine learning.

Humans are the bottleneck; judgments are expensive,
noisy, and potentially variable across individuals.
• Even moderately-sized problems require many
decisions. For example, a 3D embedding of 1000
items would require 500 million
measurements with noiseless random
sampling.
• Brute-force crowd-sourcing rapidly becomes
implausible.
• Need robust method for using human judgments
efficiently.
• Need to scale in the domain-space, as well as in
the number of people providing judgments.

Estimating the semantic content of words

Live Demo

Active Learning
Figure 1: A domain where humans have clear advantage over even the most
sophisticated big-data driven efforts.

Different kinds of structure within same
data

Figure 4: Theory tells us active learning can help, but such theories rely on
assumptions that are often violated in practice.

The objective is to ask better questions and make
discoveries faster. However, despite the existence of
many algorithms and good ideas, we do not know
what actually works in practice.
Active Learning in action
Figure 2: The appearance and expressive content of faces contain different
structures.

Understanding Humor

NEXT: A bridge between theory and
practice
Different algorithms are better for different tasks and
problems. Mathematical theory and analysis guides
the development of data collection algorithms, but
experimental studies are the only way to determine
which algorithms work best in practice. This poses
many challenges, which NEXT strives to address:
• Statistical (algorithm design)
• Computational (distributed, real-time
computing)
• Practical (web-interface, data security, etc.)
Summary
NEXT gives physical/social scientists easy
access to state-of-the-art adaptive data collection methods that can accelerate the pace
of discovery
NEXT provides data scientists with an
novel experimental platform that can help
them test and refine algorithms and theory.
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Figure 5: Once some coarse structure has been extracted, active learning algoFigure 3: Each week the New Yorker combs through 5000 captions to determine
the funniest one.

rithms seek to avoid asking questions that will not provide new information.
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